Learning requires consequences

@ Reinforcement Learning Foundations environment
actions change the state

and what happens next

reward

consequences are measured
as numerical feedback

Learning from Consequences in Virtual Worlds

@® © ® ® Environment « reward « update * evaluation

<@/’ A scene becomes an experiment

when actions change what happens next

A\ update
G_: experience changes — i 2

the estimate or policy evaluation

A does the resulting behaviour
really work beyond one run?

: i )

@ Environment ¢ reward ¢ update ¢ evaluation A scene becomes an experiment when actions change what happens next




Which viewpoint should the agent choose?

1 2 3 4 5 6 7/ 8 9 10
@  start: doorway
A * Target: valid handrail
| observation point
7 (pedagogical viewpoint proxy)
. = = === %‘%‘--"'—‘PX _, Target:
s - ‘ valid handrail P71 Qpstacles: bed, chair,
c Q observation point 4 0 Lot
| % 7 7 —
D M @ f------ @ Costs: motion and
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----- Incomplete O
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L, x e What must be specified before this can be learned?
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Feedback changes the learning problem

| Action Correct output labels
Pollcy > _,
4 — “@ast”
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i Action : Demonstrated actions :
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' = Action + Sampled transitions + reward
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ff:‘n; Planning

Reinforcement
learning

Ask where evidence for a better decision rule comes from
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The agent-environment loop

observation o;

Agent
(policy m)

observation 0,1 [ [ ]

3 )
reward ]’I,_ 1 Cﬁ:\) D EnVIronment
ot (GridRoom) _
| et continued
status @ OdJ ;
E i é = " terminated
= =
------------ > , . . - R @ truncated
;
—————————— - . :
hidden state St and s '
L transition dynamics )

O Action changes the distribution of future experience
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Why virtual worlds are RL instruments

Reset Accelerate Duplicate Vary Instrument
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The GridRoom task
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(1,1) ‘ (1,4) ‘(15 | (16)
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(2,6)

(3,6)

(4,6)

(5,6)

(6.6)

(7.6)

north

Ar

west ¢— @) —> east

:

south

finite grid; fixed layout

actions: north ¢ east ¢
south » west

blocked cells create
self-transitions

target cell ends the task

external step budget
limits classroom runs




An MDP makes the contract explicit

S: possible states

P(s" | s,a): transition distribution

*Y: delayed-consequence weighting

o O ----- O— @ FZ X initial state and episode boundary rules }
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State is not observation

®
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State: sufficient environment
information for the next-outcome model

Observation: information supplied
to the policy

fully observable: 0,=S$; is possible

partial observation: different states
can look identical

memory may help; information
cannot be invented




The Markov question

given S;, 4;, additional history should not change the next-outcome

distribution outiiny (3

L T velocity — —»} - \ Aa e
.
Y Vv
| [ 1] | =
u | ’ B . 'i .“T e o
‘ \ —
i oo’ ol | Q/H | S [
, y / " \ - .
b 2 P /
moving obstacle —Q) o ® = l

remaining time @

omitted variables leak history dependence —> representation + task determine the answer
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Actions meet uncertain transitions

action requested: east

An action is not a guaranteed displacement
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0.10 slip north

0.80 intended move

0.10 slip south
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Reward is a signal, not the intention

intended task: reach a useful viewpoint safely and efficiently
@ exposed signal: numeric reward after transitions

“. proxy can be sparse, shaped, or exploitable
@ constraints and evaluation metrics can remain separate
®

The learner optimizes what the environment returns
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Episodes need explicit boundaries

S T e
efined Dy the tas
—— —J )

O reset after either status ‘ @ , bootstrap zero only for true task termination
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Activity: specify this room MDP

77 B
State / observation
\e
3 ST B
Actions / invalid-action rule

L
/

Transition uncertainty
NG 2
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Reward

Terminated / truncated

One assumption you would test
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A trajectory records consequences

T:(SOa Ao, ri, S1,0A1, 7'2,...)

reward after transition ]

|

= 3\ ll.:r"
AR -
I one trajectory =
: & : 4 one sampled history

[ process # one path ]
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Return aggregates delayed reward

=t

. k
Gt - Z ¥ rt+k+1
k=10

N | 1 +10

- 0.
;O =O' """"""""" - Gt
,)/2
|

O o
O o

\ 4

<
e,

begins at time ¢

@ sums future transition rewards @ gamma weights delay

- -
o R R T T
®...- S5 ’ N v o’ SS o A L’

random trajectory — random return

i —_— ) ) R Sutton and Barto, Chapter 3
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Discount changes the effective horizon

Y = 0.95: delayed consequences remain influential

Y shapes the objective
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Not interchangeable O—> O O shapes update size
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A policy maps situations to actions
m(a|s) =Pr(A; =al|S;=3s)

deterministic:
one selected action

stochastic:

probability distribution
over actions

input: state s —
or observation 0

training behaviour may differ from evaluated behaviour

Sutton and Barto, Chapter 3
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' Exploration changes the data you see

€@ oxloit: choose a @) explore: test an alternative
currently preferred action ]

) 9 unvisited actions cannot correct their estimates o exploration changes coverage and consequences

L Pl e & 6 risk and training budget still matter <~~~ -~~~ -~ >
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Value asks: what happens from here?
Vis) = E,; [G: | 5 =]

expected return
from state s

future actions
follow 71

. transition randomness
is averaged

@ value depends on policy, reward, dynamics, and y
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Action value asks: what if | do this?

R"(s,a) = E, [Gt | S;=s5,A; = a]

compare candidate
actions at one state - _

/ maxima

then follow policy

> Qﬂ(s, __)) take action a first 5 )

Q" (s,)
\

@ greedy action: an action with maximal Q
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Bellman equation: value recurs through the next state

V(zo) = L {F(fco,ao) Al 5V($1)}
ag & Flxo),  Fp—=Tlzwe a0), O=P.<1

Next state
Current state x, Blickos g gl
feasible a

v

ag € I'(xp)

Optimal
continuation:

V(xy)

Payoff now:

( Max over
F(xO, aO) 5 IBV(xl) _b‘ feasible a, \—’

Optimal value = best combined The same value function describes
payoff + discounted continuation the remaining decision problem.
V(o) is the largest value of F'(xg, ap) + BV (x1) Course notation: x <> s and 8 «> 7.
over feasible actions a, € I'(x). Here V' is the optimal value.
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Xo . current state
ap : chosen feasible action
X1 : next state, x; = T'(xg, ag)

Fxg,ay) + immediate payoff (undiscounted)
V(x1) : optimal continuation value

B : discount factor, 0 < < 1

I'(xy) : feasible actions in state x

V(xo) T(xg,a0) : deterministic state transition

Deterministic optimal-value form.
Next: evaluate a fixed policy with
uncertain transitions.

Source: Wikipedia — Bellman equation, first recursive definition (7 Oct 2026) ¢



https://en.wikipedia.org/wiki/Bellman_equation#The_Bellman_equation

Bellman: look one step ahead
V7(s) =Y _ m(als) Zs,,r p(s’,7|s,a) [r+yV"(s)]

0 Choose action under policy g Sample next state + reward | Immediate reward + discounted successor value

=" p(S,, ’I‘|S,a) : transition dynamics (one-step)

Recursive consistency: value equals one-step lookahead
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Optimality adds a best-next-action choice
Q(5,0) = E [Ris1 +7max Q"(Si11,a) | Si = 5,41 =a

first action
remains a

next state comes
from the environment

continuation selects
—— maximal next action value

@ equation defines consistency: it is not yet an update rule

Sutton and Barto, Chapters 3 and 4.

Virtual Worlds - A.A. 2026/27 - Dipartimento di Informatica - Universita di Pisa

23



Activity: calculate one backup

Answer reveal;

© TARGET
Misited —0.10 + 0.95(2.00) = 1.80
(st,az) St+1
reer=—010 @ TD ERROR
Q(ss,a;) = 1.20 ' max Qlsii1,a) =200 e 1.80 — 1.20 = 0.60
€ UPDATED Q

2095 =025 1.20 + 0.25(0.60) = 1.35

target = 10 s 1 max™O

TRUE TERMINAL
no bootstrap

@
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TD learning updates before the episode ends

o MR © error O urpaTe
(St Gty Ter1s Stv1) Ye = Teer + 7y maX Q(5141,0) 8 =y — Q(si, a) sl o= O niloh o,
Q(st; -)
6 (6 ) [ - awm | R
SL/ ay . \A A l o
- | [ l | rQ(sf,a,)+a5,| ]

O

T ) " | A

n max Q(s;+1,a)
® . Q(st+l> )
| (o Lo [ o]

bootstrap before the full return is known

Sutton and Barto, Chapter 6
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Q-learning in one equation

a

Q(St,at) S~ Q(St,at) =+ o |:!”_ ¥ Il’l{i?iL}C @(\bf ;3,(,»3/) = Q(st,at)]

S -

o current estimate 5_@ sampled target
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0 alpha-scaled correction

Sutton & Barto, Ch. 6 - Watkins & Dayan, 1992
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One transition changes one table cell

current row: s; —]—>

visited column: north —»

SUCCESSOr row: §;.1 —»

maximum

successor entry :

BEFORE AFTER
north | east | south = west north | east | south | west
Sy 12081 030 | -0.20 | 0.10 St | 1:35" | 030 | -0.20 | 0.10
St+1| 040 | 1.80 | -0.50 | 0.60 St+1 10.40 1.80 | -0.50 | 0.60
S3 | -0.30 0.10I| 0.70 | 0.20 S3 / -0.30 | 010 | @70 | 0.20

%

{ sampled target ’ Yy = Tyy1 + 7y Max Q(StH,a')}
a/

only Q(s;,a,) is updated
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Epsilon-greedy separates behaviour and target

:>»( C > choose a random valid action —
AL,
/ \

/ L @ choose a maximal-Q action behavuour generates S

ties: uniform among maximizers the transition

Q-learning target still uses

TARGET
max Q{(Sy154")

v

- X [ @ record epsilon schedule and tie rule ]

_ . . : AR Sutton and Barto, Chapters 2 and 6
Virtual Worlds - A.A. 2026/27 - Dipartimento di Informatica - Universita di Pisa
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Off-policy does not mean consequence-free

behaviour policy i samples COVERAGE
produces experience tashions a1 G a3 04
LT d
' reedy target
| 82 i AI_JE g y 9
N &
s ]
S s, G S i oy update
! P ——
S9,Q9,To, S
{520,720 53) | ASSUMPTIONS Q(s,a)
t t li > W (/) relevant (s, a) pairs visited
arget policy 7 |---oenee. . : o .
@ 2 9 p y : (s an, TNy Sy) () tabular setting greedy continuation with
defines desired continuation pobiiadfer | SeamatE el > i i i i
data collection  ghared transition dataset | At SRR | &

sampled from u

Convergence assumptions #

& Arbitrary replay is not automatically adequate oqo,ment guarantoc

S e
i B

Watkins & Dayan, 1992 - Sutton & Barto, Ch. 6
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Terminal and truncated steps bootstrap differently

ended = terminated or truncated

continuation = 0.0 if terminated
else q[next_obs].max()

target = reward + gamma * continuation

TRUE TASK TERMINATION

val zero continuation onl
statevalue ™\ ________ _O_ ________ O _________ -+ 0.0 3 y

path ¢(:) after true task termination

\

EXTERNAL TIME-LIMIT TRUNCATION O reset after

: either status
I
Ti-2 Tt | 7 X
"'_’ —_— Ir--—}j j**b S =P oo :
I 1
I 1
] !
I

state value O, ________ .O_ ________ _O _________ O-;-----{) _______ () T S i
path q(') | =
j ' external time limit normally

T retains continuation

T !

(next_obs, reward, terminated, truncated, info = env.step(action)

A

finite task horizon requires time-aware state
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" The environment loop in Python

o obs, info = env.reset(seed=seed)

while True:
action = epsilon_greedy(q[obs], epsilon, rng)

next_obs, reward, terminated, truncated, info = env.step(action)

continuation = 0.0 if terminated else np.max(q[next_obs])
target = reward + gamma * continuation

q[obs, action] += alpha * (target - q[obs, action])

if terminated or truncated:
break

obs = next_obs

|
|
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action
a;

next obs, reward
Tty Opyq

© reset
@ behaviour
€@ transition
O torget
O update

boundary




The learned table becomes a room policy

training curve: return and success versus episode value view: max, Q(s,a)
; 45

<

' rollout view: one path with status and reward policy view: greedy action arrows
IS O 7 —9
._/

Inspect aggregate evidence and individual failure together
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Activity: find the reward failure
Reward Predicted behaviour

[

+10 at target e n I e e ‘ ?
o
B & B AR "

+10 target —0.05/step | b - ,‘ | ?
. K e

+1 each visible-target step ‘ j s " ?

=) Redesign one of: reward ¢ constraint ¢ external metric
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One lucky run is not evidence

“With seed 7, the policy reaches the target once. Therefore it works.”

Missing:
O N\
? ? ? ? 2
- baseline independent repeated held-out uncertainty and
' training runs evaluation conditions failure cases
00000 E< e & I
&L A ggggg @é::z\,/ J/ ®® 0
L BE550 | W eRee
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Compare random, heuristic, and learned policies

independent training seeds + repeated held-out evaluation

training seeds

success
steps
return

collisions/failures

®

—0————

=0

00—

—0———

held-out test set

heuristic
00—
f—E——
00—

00—

report variability or uncertainty

@ policies: random « heuristic « learned greedy
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learned greedy

00—
00—
00—

F—0——

@

random

same
evaluation
conditions

heuristic

same
- evaluation
conditions

L

learned greedy

same
»  evaluation
) conditions

timeout
loop
collision attempt

wrong target

A simpler baseline can falsify the need for learning

failure matrix

random heuristic  learned greedy

] [0
Ly ) | (]
L] 5] | )
FRREENN

@ metrics: success  steps ¢ return - collisions/failures




From equations to Lesson 07

Define Implement Test @ Evaluate [ 7% Reuse
GridRoom state, epsilon-greedy + transitions, terminal random vs heuristic N/ action=
observation, dynamics, tabular Q-learning masking, truncation, vs learned on i policy(observation)
reward, boundaries seeds held-out cases in Lesson 12

________________________ |

observationi i action
. D)
: }‘ | { |
E Exit ticket: ‘ state / observation e terminal / truncation e baseline
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References: foundations and implementation

Sutton, R. S., and Barto, A. G. (2018). Reinforcement Learning:

An Introduction, 2nd ed. MIT Press. Chapters 1, 3, 4, and 6. WP

Watkins, C. J. C. H., and Dayan, P. (1992). “Q-learning.”
Machine Learning, 8, 279-292.
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Farama Foundation. Gymnasium documentation:

environment AP, basic usage, migration guide, —O implementation semantics
and custom-environment tutorial.
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References: evaluation and reproducibility

Henderson, P., et al. (2018). “Deep Reinforcement
Learning That Matters.” AAAI 32(1).

Agarwal, R, et al. (2021). “Deep Reinforcement Learning
at the Edge of the Statistical Precipice.” NeurlPS 34.

Stable-Baselines3. “Reinforcement Learning Tips and Tricks.”

{@ Course-generated evidence: code version e @ configuration e @ seeds e @ metrics}




	Diapositiva 1
	Diapositiva 2
	Diapositiva 3
	Diapositiva 4
	Diapositiva 5
	Diapositiva 6
	Diapositiva 7
	Diapositiva 8
	Diapositiva 9
	Diapositiva 10
	Diapositiva 11
	Diapositiva 12
	Diapositiva 13
	Diapositiva 14
	Diapositiva 15
	Diapositiva 16
	Diapositiva 17
	Diapositiva 18
	Diapositiva 19
	Diapositiva 20
	Diapositiva 21
	Diapositiva 22
	Diapositiva 23
	Diapositiva 24
	Diapositiva 25
	Diapositiva 26
	Diapositiva 27
	Diapositiva 28
	Diapositiva 29
	Diapositiva 30
	Diapositiva 31
	Diapositiva 32
	Diapositiva 33
	Diapositiva 34
	Diapositiva 35
	Diapositiva 36
	Diapositiva 37
	Diapositiva 38

